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Abstract—Distributed applications will break down or perform poorly when there are too many failures (of nodes
and/or communication) in the operating environment. Failures
happen frequently on edge networks including mobile and
ad hoc networks, but are also unexpectedly common on the
general Internet. We propose an approach for designing stressaware distributed applications that can take environment stress
into account to improve their behavior. We give a concrete
illustration of the approach by targeting applications built on
top of a Structured Overlay Network (SON). Our underlying
SON is Reversible and Phase-Aware. A system is Reversible if the
set of operations it provides is a function (called the reversibility
function) of its current stress (i.e., all perturbing effects of
the environment, including faults), and does not depend on
past stress. Reversibility generalizes standard fault tolerance
with nested fault models. When the fault rate goes outside
the scope of one model, then it is still inside the next one. In
order to approximate the reversibility function we introduce
the concept of Phase, which is a per-node property that gives
a qualitative measure of the available system operations under
the current stress. Phase can be determined with no extra
distributed operations.
We show that making the phase available to applications
allows them to improve their behavior in environments with
high and variable stress. We propose a Phase API and we
design an application, a collaborative graphic editor, that
takes advantage of phase to enhance self-adaptation and selfoptimization properties. Furthermore, we analyze how the
application itself can achieve reversibility in the applicationlevel semantics. Using the phase of the underlying node, the
application provides an indication to the user regarding its
behavior. Thus, the application has improved behavior with
respect to the user, i.e., the user can better understand and
decide what to do in a high-stress environment.
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I. I NTRODUCTION
Too much stress (e.g., node and/or communication failures, slow communication) in the operating environment
can cause distributed applications to break down or perform
poorly, without providing any prior indication to the users.
For such scenarios, the application may switch to an “offline
mode” with reduced functionality. This may be acceptable
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for client-server applications, such as mobile applications
that depend on a data center that remains a single point
of failure. However, this is now changing with increasing
decentralization of the Internet: data centers are increasing
in number and come in various sizes. Also, the technological
advances and always-increasing user demands of better QoS
and scalability of distributed applications are preparing the
way for a paradigm shift in the field. We are moving away
from data-center-based computing toward edge computing,
i.e., pushing the computation towards the logical extreme of
a network: mobile edge computing, cooperative distributed
peer-to-peer ad-hoc networking, Internet of Things (IoT)—
to name a few of the wide range of technologies covered
by edge computing. Ideally, the applications running on
such increasingly decentralized infrastructures should: (1)
survive with partial functionality during arbitrary stress and
recover their full functionality when the stress recedes; and
(2) change their behaviors to take functionality loss into
account and make themselves predictable to the user.
Reversibility. We propose an approach to design applications capable of surviving arbitrary stress, providing
reduced but predictable functionality in that case; and, when
the stress goes away, fully recovering functionality. We
apply our approach to applications designed using Structured
Overlay Networks (SON), a well-known approach for building decentralized distributed systems. In previous work, we
have defined Reversibility of a representative SON against
churn (i.e., nodes failing and being replaced by new correct
nodes) [1] and network partitioning [2]. A system is Reversible if the set of available operations (i.e., the functionality of the system) is a function of its current stress (called
reversibility function) and does not depend on the history
of the stress. In this paper, we expand and refine this idea
and present two different forms of Reversibility. Also, this
paper focuses on designing applications on top of reversible
systems so that, taking advantage of the reversibility of the
underlying system, the application can manage its behavior
while experiencing stress in its environment. We analyze the
design decisions of the application that will allow it to have
enhanced self adaptation and self optimization, and achieve
reversibility at the application level as well as the SON level.

